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Abstract

Recen approadesto ewaluating image retrieval systemsinvolve using annotated
referencecollectionsin which the imagesare tagged with high-level concepts(eg.
sky, grass),and retrieval is basedon those labels. Howewer these methods are only
indirectly connectedto the task they aretrying to measure.The purposeof retrieval

systemsis to sere the usersand henceour approad is basedon human evaluations.

We presen a novel method for evaluating image retrieval algorithms basedon
human ewaluation data which is referredto asground truth data. We have collected
a large data set of human evaluations of retrieval results, both for the query by image
exampleand query by text. The data isindependen of any particular imageretrieval
algorithm and can be usedto ewaluate and comparemany sud algorithms without
further data collection. The data and calibration software have beenmade available

on-line (http://kobus.ca/r esarch/data).

We dewelop and validate methods for generating sensibleevaluation data, cali-
brating for disparate evaluators, mappingimageretrieval systemscorego the human
evaluation results, and comparingretrieval systems.We demonstratethe processby

providing groundedcomparisonresults for seeral algorithms.



Chapter 1

In tro duction

Recen approades[22][24][31][60]- [63] to ewaluating imageretrieval systemscon-
struct annotated referencecollectionsof images. Thesereferencecollectionstypically
involve having setsof imagestaggedwith high-level concepts(e.g., sky, grass),and
retrieval is evaluated basedon thoselabels. Going further, the Bendhatholon project
[22] proposesproviding much more detailed and publicly available keywords of images
using a cortrolled vocabulary set. A problem with annotation-basedapproatesis
that they are only indirectly connectedto the task that they are trying to measure.
For example,there is an implicit assumptionthat a personseekingan image of grass
(labeledgrass)will be cortent with all the imageslabeledgrassand none of the ones
like an imageof a housewith a garden(not labeledgrass). A secondproblem is that
senseambiguity can prove to be a hindrance in ewaluation, as completely di erent

imagesmay be taggedby senseambiguity.

The task of imageretrieval is closelylinked to determining the semarnics of im-

agesas usersare interestedin retrieving documerts that are semartically similar to



the query [14]. User studies [10]-[13 [26]-[2§ conducted on both text and image
data suggestthat annotation alone doesnot capture the semanics of images. Au-
tomated imageretrieval is only meaningfulif it concurswith human users,and thus

performancemust be basedon direct human evaluations.

Our approad (Fig. 1.1)isto ewvaluate query-resultpairs for both query by image
example and query by text. A major problem in establishing a useful collection
of query-result pairs for ewaluation is that naive approades at generating queries
produce too many with negative ewaluations (two random imagesare not likely to
match). Hencewe intro ducean iterated approad to obtaining uniformity over human

response.

A secondproblemis that evaluatorsvary. The participants marked the similarity
between query-result pairs by a score. We set up the evaluations sud that all the
participants evaluated a commonsetof imagepairs (baseset). After having evaluated
the baseset, eat participant then wert on to evaluate a unique set of images. We
reducedthe variance among participants basedon data collected on the common
set. This involved a linear transformation that mapped every ewvaluator's scoreinto a
commondomain. This transformed data constitutes our ground truth data. In this

work, ground truth data is alsoreferredto as human evaluation scores.

A third problem is that image retrieval scoresdi er for di erent systemsand
hencethere is no commonground for comparison. To addressthis, we map the scores
for ead systemto the human ewaluation scoreswith an algorithm speci ¢ smaoth
monotonic function. This puts ead systemon commonground for evaluation. After
these mappings are in place, image retrieval systemscan be ewaluated basedon

their agreemen with human evaluation scores. A crucial point is that our data is
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Figure 1.1: Flowchart for the method we proposeto evaluate image retrieval systems.



independen of any particular imageretrieval algorithm and can be usedto ewaluate
and compareall sud algorithms. By focusingonly on the input and output, sut

data is applicableto any imageretrieval method.

1.1 Image Retriev al Systems

Image retrieval is the set of techniques for retrieving sematically relevant images
from animagedatabasebasedon either text or automatically derived imagefeatures.

Figures1.2-1.4illustrate the three approatesto imageretrieval, which are:

1. Text basedimageretrieval e.g. Google (Fig. 1.2)
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Figure 1.2: lllustrates the retrieved imagesfor a query basedon a text string \tiger"
in Google.



2. Image featuresbasedimageretrieval e.g. Gnu image nding tool (Fig. 1.3)

Figure 1.3: lllustrates the retrieved imagesfor a query basedon an imageof dolphins
in Gnu Image nding tool (GIFT) [33.



3. A conbination of both imagefeaturesand text e.g. Blobworld [4]. (Fig. 1.4)

Figure 1.4: lllustrates the retrieved imagesfor a query basedon both the word \w olf"
and the query imageof the wolf in Blobworld [4]. The top-left cornershavsthe query
image of a wolf and the adjoining image is its region map. The imageshave been
gueriedon the imageof a wolf with an emphasison the wolf region. The resultimages
are shavn below the query and ead is accompaniedby its region map.

Systemsthat useautomatically derived image featuresare called content-based
imageretrieval systems(CBIRS). Content-based image retrieval systemsuse visual
corntent sud ascolor, texture, and shape to represeh and index the images. Someof
the existing CBIRS areintroducedand discussedn [1] - [9]. In typical content-based
imageretrieval systems(Fig. 1.5), the visual cortents of the imagesarerepreseted as

multi-dimensional vectors. Thesefeature vectors of the imagesin the databaseform

6



the feature database.On receivinga query, systemscompute the similarity between
the query image and the imagesin the databasesby computing a distance between
the correspnding feature vectorsin the feature database. Thus visual similarity is

linked to the distancein the high-dimensionalspace.
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Figure 1.5: Functional diagram of a typical imageretrieval system.

Basedon the abstraction of the features[10],[11]CBIRS are classi ed as:

1. Low-levelabstiaction: In this level of abstraction low-level featuresindex an
image. Someof the featuresthat can be classi ed as low-lewvel features are:

color histograms, color correlogramstexture histogramsand edgehistograms.

2. Mid-level abstaction: This is also called region-basedimage retrieval since
features extracted from regionsof an image. Segmetation and object level

hypothesisare examplesof high-lewvel abstraction.

3. Semantic abstiaction: Semarics refersto the meaning of an image or image

region. In this level of abstraction, an imageis indexed by the semattics of its

7



regions.

The proliferation and easeof useof digital imageshave spurred numerousappli-

cations of imageretrieval systems.Applications of imageretrieval systemsinclude:

1. Face nders: With security beinggiven prominence,face nder seard for faces
similar to the query faceof a suspect through a large databaseof criminals and

can provide important information about casehistory and crime record.

2. Medical applications: Content-based image retrieval systemshave been de-
ployedin hospitalsto aid doctors make diagnosticanalysisby retrieving images

similar to the diseasedarealike a tumor or MRI imagesof brains.

3. Trademarkviolation: Law rms and companiesemploy imageretrieval systems
to verify that the trademark they chosedoesnot violate copyright by screening

databasesof trademarks.

4. Digital Libraries: The most diverse applications of image retrieval are in re-
trieval for organizing digital libraries of images. Image retrieval systemsaid
searding and browsing image documerts just like a computerizedlibrary sys-

tem aids nding books.

In the current state of a airs it is very dicult for CBIR systemsto seard large
imagecollectionsin a satisfactory fashion,the di cult y beingthe inability of current
computer vision algorithms to capture the semarics of images. This mismatdc of
represetation of an imageby a computer and the human perception correspndsto

the semairtic gap [65],[66].

As the sizeof imagedatabasesncrease automatedtechniqueswill becomecritical

in the successfutetrieval of relevant information. Manmatha et al. [15] suggestthat

8



recognition of objects is due to their characteristic colors, textures or luminance
patterns, suggestingthat low-level content is responsible for object recognition. On
the contrary, Zissermanet al. [16] suggestthat userstypically perform seartes
basedon higher level content. Consequetly, implicit linkage betweenthe low-level
and high-level cortent in the imageis important, becausenost CBIR systemsperform
seartiesbasedon low-level (or mid-level) cortent. If there is low correlation between
low-level cortent as perceived by the CBIR system and the high-lewvel content as
perceived by humans,the CBIR systemis bound to have a low performance.Hence
it is helpful if we equip ourseheswith a tool which recordshow well we are doing in

the task of imageretrieval.

1.2 Previous work

The lack of a standard ground truth image databasehascompelled many researbers
of content-based image retrieval systemsto shav ewaluation results for a few im-
agesand usethis as a represetation of the overall performanceof the system. We

categorizethe prior work into one of three approatesto ewvaluation:
1. Direct human evaluations
2. Annotated referencecollection
3. Userstudies

In the rst case,the user marks the relevance betweenthe query and the result
and the systemis evaluated basedon the number of relevant matches. This process
is extremely time consumingand hasto be repeatedfor every newimageor system.
A more automated evaluation is desired which is the reasonfor this study. The

secondapproad to evaluation, constructs a large referencecollection with images

9



annotatedto indicate their cortent [14]. Di erent researt groupscouldthen compare
systemsfor querieswhere the annotations can be usedto determine relevance. We
do not reject this approad outright but we have expressedur concernin using this

methodology for reasonserumerated below:

1. The dicult y in determining relevance from annotation. If single words are
usedfor annotation then the presence/absencef the word in the imagescan
be consideredas a relevance model. But the situation gets complicated when

confrorted by multiple word annotations, which is usually the case.

2. Howewer, the imageshave to be fairly comprehensiely annotated to capture

the semartics.

3. The most important concernis that annotation does not encale user needs.
We are implicitly assumingthat by using sud a measure,the user searfing
for tiger imagesconsidersan image relevant if it is annotated \tiger" by the
authors of the referencedata set, and all other imageslacking this annotation
are consideredirrelevant. In other words the annotation does not encale se-
martics of imagescompletely Visual cortent like the color red in the image of

a roseis not captured by annotation.

Userstudiesby Enseret al. [10] - [12] suggestrecordinguserrequiremens asan
important starting point to improve the quality of image retrieval. We summarize
someof the work that has goneinto user studiesin the past decadeand commern
on its relevanceto the presern problem. Most of the publishedwork in this areahas
focusedon speci ¢ collections,or speci ¢ groupsof users. For example,Ornager[26],
Keister [27], Markey [28] and Hastings [29] explored user feedba& on collections of

imagesin art and newspaer achieves. They recordedthe queriessubmitted by users

10



on image data to study the semarics of imagesand to explore what human users
seek. The studiesshaved that usersseldomqueriedimagesbasedon visual features
like the color histogrambut do soonthe concepts/oljectsin the imagesplayed a vital

role in querying. Text assaiated with imageswas also a crucial cue for querying.

1.3 Thesis organization

This thesis presertis a comprehensie method to ewvaluate imageretrieval algorithms

and systems. It is organizedas below:

In Chapter 2 we descrile how we createa serviceableset of queries.In x2.3 we

addresscalibrating the evaluations of di erent ewaluators.

In Chapter 3 we introduceour castof imageretrieval systems,which have been

usedeither for query-result selectionor as a candidate for evaluation.

In Chapter 4 we demonstratehow the systemscorescan be mapped to human

scoresspeci ¢ to the imageretrieval method under consideration.

Finally, in Chapter 5 we apply them method to comparese\eral imageretrieval

methods.

11



Chapter 2

Developing a Reference Data Set

For this study we usethe Corel image data set [25. This data is a fairly easyone
for image retrieval which may be one of the reasonsfor its popularity amongstthe
imageretrieval community. Due to its wide useit is imperative to include this data
setamongthose consideredfor building ground truth data. Howewer, Corel data has

its limitations:

1. The imageson the Corel CD's are sud that semarically similar imagesare
groupedinto oneCD. Theseimagesarealsosimilar in terms of imagedescriptors
like color and texture. These descriptors are used by a majority of image
retrieval systemsand hencethe claim that this data is a fairly easyone for

imageretrieval studies.

2. Corel imageshave copyright issuesand purchasingthe samedata as one'scol-

leagueis di cult.

12



2.1 EXxp erimen tal setup

We set up human retrieval evaluation experimerts to gather userdata for two tasks
namely query by image and query by text. The setting up of the online experimert
to collect userdata involved the selectionof query-result pairs. Two main concerns
in setting up sud a data collectiontask are the selectionof imagesand their number.
We cannot choosequery-result pairs at random asa majority of them will be poorly
matched and this results in data that is inoperable. Ideally we would like to have
data that is uniformly distributed over human responses. In x2.2 we elaborate on
a method usedto obtain image pairs that have a roughly uniform distribution over
human responses.Furthermore, we have deweloped a web interface which facilitated

in the processof acquiring su cien t amourt of data for dewelopinggroundtruth data.

Once data has been selectedthe online tool for the query by image paradigm
presens the userwith one query image and four result images(seeFig. 2.1). The
selectionof the result imagesis discussedn detail in the next section. The partic-
ipants were asked to scoreead of the four result imageson a scaleof 1 to 5, with
1 being a poor match and 5 being a good match. We provided an additional choice
of undecided(ignored) sothat participants could move onto the next examplewith-
out spendingtoo much time on onesthey nd hard to evaluate. Participants were
informed about the generalgoal of the experimert but were given very little in the

way of guidelinesfor making their selection.

For the secondinterface, we preseited the participant with a text query and a
correspnding result image (Fig. 2.1-b). Here we further experimerted with two
di erent setsof choices: either a binary choice between poor match (scores0), or

good match (scoresl), or a range of 1-9 with 1 labelled as poor match, 5 labelled

13



(@)

(b)

Figure 2.1: Screenshotsof the interfacesfor gathering human imageretrieval evalu-
ation data for the two paradigms. (a) Screenshot for query by image examplewith
responsesin the rangeof 1-5and (b) Screenshot for the query by text examplewith
responsesin the range of 1-9.

14



with averagematch, and 9 labelled with good match. Again, the choice undecided

was alsoan option.

Ead participant evaluated a baseset. After completingthis set, eat participant
evaluated unique pairs of imagesor text and images.Due to practical considerations,
the author produced half of the ewvaluaions. In total, 20,000query-result pairs were
ewvaluated for query by image exampleand 5,000 pairs were evaluated for query by
text example. The ewaluation was performed by 32 participants, out of which 3
participants ewvaluated both the paradigms. The data domain of this work is 16,000

imagesfrom the Corel data set.

2.2 Avoiding too many negativ e matc hes

The main di cult y in setting up sud an experimert is samplingquery-resultpairs. If
they wererandomly generated,then nearly all the matcheswould be judged aspoor,
becausethe chance of two randomly selectedimagesmatching is very small). The
main idea is to use existing image retrieval systemsto help in uence the sampling
processto get more uniform responses.However, if we useda CBIR systemto pick
guery-result pairs by a uniform sampling of its results, then still there would be a
majority of poor matches,as currert imageretrieval doesnot work very well. Using
a non-linear function (Fig. 2.2) auxiliary to a retrieval systemimprovesthe range of
data asthis function changesthe shape of the sampling function to accommalate a
larger number of image pairs that have a better matching scoreand a fewer number
of imagesthat have a poor matching score. Ideally, we would like a roughly uniform
distribution of the responsesof evaluations (excluding undecidedwhere fewer is al-
ways better). A shapingfunction to in uence the choice of the query-result pairs

auxiliary to using an imageretrieval system provides a much more useablerange of
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data aswas obsened by trial and error (by using a shapingfunction proportional to

the negative fth order we establisheda dataset of 16,000image pairs).

Figure 2.2: The represetation of the shapingfunction which in uencesthe sampling
of the query-result pairs. The x-axis indicates the number of image pairs in the

database. The y-axis captures the computer scoreswhere higher scoresindicate

a closer match between query-result pairs. The shaping function suggeststhat a

greater number of query-result pairs are sampledwhich have better computer scores
and fewer query-result pairs are sampledwhich have worsecomputer scores.

In order to be cautious about using just one image-retrie\al systemto aid the
sampling process,we experimerted with four imageretrieval systemsto measurethe
bias (if any). Note that the sameshaping function in uenced all image retrieval
systems,exceptwhile generatingthe iterated data whereead systemwasin uenced

by a system-degnder monotonic function (x5.4).
The imageretrieval systemsusedto increaseuniformity in the human responses
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were: Keywords (x3.1), an image region mixture model ROMM-CALIB (x3.2), Gnu
Image nding tool (GIFT) [33](x3.3), and Semarnics sensitive Integrated Matching
for Picture Libraries (SIMPLIcity) [5] (x3.4). The query-result pairs obtained from
the above systemsare scranbled sothat the participant is blind to the sourceof the

image pairs.

2.3 Calibrating for participan t variabilit y

Ead participant evaluated a commonset of images. After completing the common
set, ead participant then evaluated unique pairs of images. We usedthe data from
the commonset to reducethe varianceamongthe di erent participants. To do so,
we mapped the results of eat participant by a single linear transformation so that
their mean and variance on the common set was the sameas the global mean and
variance. If for an imagepair X, h,*,h,?,...,h," are the human scores, *, 2,..., "
be the averagehuman scoresover the baseset, !, 2,..., ", arethe variance over
the basesetfor imagepair X and 9, 9 arethe global averagehuman scoreand the
global varianceresgectively over the baseset, then the calibrated human scorechy '
for useri and imagepair X, is given by the linear transformation:

i hXi Xi. .
chl= 22X o+ (2.1)

This linear transformation achieves two things: Firstly, it puts all the human
scoreson a commonground. Secondly ascanbe seenfrom Table 5.1, it signi cantly
reducesthe variance. Henceit somewhataccommalatesfor variation amongpartic-
ipants. This linear transformation basedon meanand varianceis a simplistic model

to reducethe variance and we considerthe useof higher-orderstatistics to compen-
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sate for the variance as outside the scope of the presem work. The e ect of linear

transformation on variance of the subjects is studied in (x5.1).
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Chapter 3

Image Retriev al Systems

We very brie y outline the retrieval systemsusedin this thesis,including the variants
chosento increasehuman evaluation uniformity, and other variants that are simply

chosenfor comparisonexperimerts.

3.1 Keyw ord retriev al

The Corelimageshave assaiated keywords, and thesecan be usedasa pseudo-query
by examplemethod. Here, we scorethe match of two imagesby:

T
Woj  JWR]

Score = — — .
min (jWoj; jWRj)

(3.1)

wherejWyj is the setof words asseiated with the query, and jWgj is the setof words
asseiated with the retrieved image, and jWj is the number of elemens in a set W
(which is the superset of all words used for annotation). We denote this retrieval

method as Keywords (Fig. 3.1).
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Figure 3.1: Scoring method of Keyword retrieval. The query is a text string and
retrieval is performedbasedon keyword matching. The resultsshawv that eventhough
both the imagesget a same score using this method, semarically they are very
di erent. Keyword retrieval along with some other retrieval systems(x3.2 - x3.4)
were usedto selectquery-resultimages.

3.2 Multipart Multi-mo dal (M 3) system

M 3 systemmodelsimagedata asbeing generatedby concepts,which are responsible
for jointly generating (image) region featuresand words [35]- [38]. The model used
herespeci cally refersto the I.* model (We do not usea clusteringmodel in this study
hencethe modelsl.0, 1.1 and 1.2 collapseinto the samemodel) [36]. The conceptscan
be visualizedasnodesthat generatethe imageblobsand text. Basedon the choiceof
usingtraining data and the choiceof using or not using a test set, the model cantake
one of the four variant avatars (not to be confusedwith the other models discussed
in [36] ). This systemhasbeeninspired by the joint probability distribution work on

text in databasesby Ho man [39]. The model for the joint probability of word (w)
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and blob (b) is assumedto be conditionally independernt given the concepts. Hence

the joint distribution P (w, b) is given as:

X
P(w;b) = P(w;DP(BHP(I) (3.2)

|
where | indexesover the conceptsand P(l) is the conceptprior. The model com-
prisesof a set of nodeswith ead node being ass@iated with a certain probability of

generatinga text and imageblob.

An imageis rst segmeted into regionsusing Normalized Cut [40]. The features
selectedare basedon [38] which compriseaverageregioncolorand standard deviation,
averageregion orientation energy (12 Iters), region size, location, corvexity, rst
momen, and ratio of regionareato boundary length squared. The systemis capable
of being trained on image featuresalone or on text and imagefeatures. Each region
blob in the imageis assaiated with a probability distribution over the nodesin the
system. If i indexesthe items (words or image segmets) and | indexesthe nodes
then P(ijl) is a product of P (wjl) which is the word-court (frequencytable) over the
conceptsin training data and P (1) which is assumedo be a Gaussiandistribution
over the features. P (Ijd) is the sum of the probabilities of a blob over a node. Hence
the probability of generatingthe imageitself is given by the sum of the probabilities
over the nodes. Hence,the model generatesa set of obsenations D (blobs or words)

basedon a documert d (in the training set) with probability P(Djd) given by:

Y X
P(Djd) = P(ijl)P(1jd) (3.3)

i2D |

where the Expectation-Maximization algorithm is usedto train the system (Inde-

penden model without documert clustering, systeml [36]). The details on the EM
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solution can be found in [38]. The retrieval is basedon a soft query, which is the

probability of ead candidateimage of emitting the query obsenations:

P(QjD;d) = P(ij)P(ljd) (3.4)

i2Q |
P (ijl) is the sum of the probabilities of the obsenations over a nodel. P (ljd) is
the probability distribution of the nodesover the documerts. If the documernts are
from the training set then this is known. Howewer, if documen d is from held-out
data this probability is estimated. Hence, depending on the featuresusedto train

the systemand the documerts on which the systemis t, we have four variants.

The model can be trained on both imagefeaturesand words (labeled\R WMM")
or simply on image featuresalone (labeled\R OMM"). For image retrieval scoring,
only the imagefeaturesare used. Thus if words are usedat all, it is only during the
training of the model. Using words in the training tendsto clusterimage blobs that
have the sameannotation but may di er in terms of image features. Two retrieval
scenariosemergebasedon the accesdo data. The rst caseassumesompleteaccess
to all data, that training and test are on the sameset. It is interesting in the case
of image retrieval sinceit provides a chedk on whether the model has learnt the
sematics of imagesusing the joint statistics of image features and words or just
imagefeaturesalone. In this casewe a x the sux \ALL" to the method label. In
the secondscenario,the model is trained using a training set and this model is used
asatemplate to learnthe semarnics of newimages.Both the query setand the result
setin the test set compriseof imageswhich were not usedduring training. Here we

ax thesux \TEST" to the method label.
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The variant usedfor imageselectionin the query-by-exampleexperimert, \R OMM-
CALIB" isanolderversionof the system,which wastrained without wordson subsets

of the entire image data set. The results were then concatenated.

3.3 Gnu image nding tool (GIFT)

GIFT [31]-[33] is an open sourcecortent-based image retrieval. In its standard im-
plemertation, it is a pixel basedCBIR systembasedon both local and global color
and texture histograms. This systemusesan inverted le data structure [32], which
permits the use of a high-dimensionalfeature space,but restricts the seard to a
sub-spacespannedby the featurespresert in the query. A feature-weighting sdheme,
which dependson the frequencyof occurrenceof featuresin both individual images
and the whole collection, is employed. This format of weighting incorporates rele-
vancefeedbag&, but we have limited the useof GIFT asa standaloneimageretrieval
system. We briey outline the features used. For a more detailed discussionon

featuresand similarity measuressee[31],[32].
3.3.1 Features and Similarit y Measure

Color : GIFT usesa palette of 170colors,derived by quartizing the HSV spaceinto
18x3x3level and augmeriing this with 4 grey-lewels. The global color histogram is
then computed from the quartized image. A local descriptor which is a mode color
from square-blaks obtained by dividing the imagesinto blocks ranging from 16x16
to 128x128is also computed over eat block of varying size.

Texture : GIFT usesa bank of real, circularly symmetric Gabor Iters, de ned in
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the spatial domain by:

1 (x2+y2)
fon = 5 € 2 o (co92 (UgmX C€OS , + U,y COS ) (3.5)
m

where m indexesthe scalesof Iters and n their orientations is employed. These
Iters are applied to the image, and the mean energy of the Iter is computed for
eat 16x16block in the image. The energiesare then quartized into 10 bandsbased
on empirical experimerts.

Similarit y measure: Oncethe featuresare extracted, the imagesare indexedusing
the inverted le system. The inverted le systemis similar to a logbook, which
consistsof ertries of the imagescorrespnding to a particular feature. The logbook
alsokeepstrack of the court of the feature in the imageand in the ertire database.
Given a query image the algorithm quartizes its featuresand searties the images
basedon the quartized featuresusing the inverted le system. It ranks the images
basedon a weighting scorebasedon the frequencyof occurrenceof the featuresin

the imageand the ertire database.

3.3.2 Variants

We proposeto ewaluate feature extraction algorithms used by GIFT to index its
images. We tested the performanceof theselow-level featuresby operating GIFT in

three modes:

1. Gift (color + texture): In this mode, GIFT hasaccesdo both local and global

color and spatial frequencyfeatures.

2. Gift (color): Gift usesonly the local and global color featuresfor indexing and

retrieval.
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Figure 3.2: Feature extraction schemein SIMPLIcity.

3. Gift (texture): Gift usesonly the local and global spatial frequencyfeaturesfor

indexing and retrieval.

3.4 Semantics-Sensitiv e Integrated Matc hing for Pic-
ture Libraries (SIMPLIcit v)

SIMPLIcity [5] is a region-basedCBIR system,which integrates sematic classi ca-
tion methods, a wavelet basedapproad for feature extraction, and a region-based
matching using image segmenmation [5]. An imageis segmeted [41] into regions
claimed roughly to correspnd to objects, which are characterizedby color, texture,
shape, and location. The image is subdivided into 4x4 blocks. Simplicity usessix
featuresfor segmemation. Three of the featuresare the averagecolor componerts
and the other three featuresrepreseh energyin high frequency bands of wavelet
transforms [42]. The segmemmation is a k-meansmethod to cluster feature vectors
into regions. The classi cation is performedby thresholdingthe average 2 statistics

for all the regionsin the image (Fig. 3.4).

Integrated region matching is a similarity measureused by Wang et al. [5] to

retrieve imagessimilar to the query image. Integrated-regionmatching (IRM) mea-
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suresthe overall similarity betweenimagesby integrating properties of all the regions
in the images. A similarity measureis equivalert to de ning a distancebetweensets
of points in a high-dimensionalspace which is the feature spacehere. Every point in
spacecorrespndsto an n-dimensionalfeature vector, in this casea regiondescriptor.
The authorsimprovise on the existing region-basednethods by incorporating similar
regionsin the imageto computethe closenessA region-to-regionmatch is obtained
when the regionsare signi cantly similar to ead other in terms of the featuresex-
tracted. Oncethe region matching is computed, the similarity betweenthe images
is computed asthe weighted sum of the distance betweenregion pairs, with weights

determinedby the matching metric.
X
dirm (R1;R2) = Sij di; (3.6)

whered;; is the distancebetweenregionsi andj ands;; arethe signi cance weighs.
Hencethe problem is cast as an optimization problem of solving for the signi cance
matrix (Fig. 3.3). The optimization problem formulation and its solution are dis-

cussedin [5].

met (D ® O

s(a,1) s(a,2)

Image 2 e @ °

Figure 3.3: Integrated region matching asan edge-veighted graph-partitioning prob-
lem. (Figure is basedon Fig. 8 [5], by Wang et. al.)
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Chapter 4

Mapping System Scores to Human

Evaluation Scores

In this chapter we introduce three mapping methods, which map computer scores
to human evaluation scoresto establisha commonbasis of scores(mapped scores),
to comparedi erent CBIR systems/algorithms. The three mapping methods map
computer scoresto human scoresconstrainedsud that the mapped scoresare mono-
tonic. The constrairt that the mapped scoreshbe monotonicis perfectly logical, since
we expect that for feature similarity (computer scores}o be translated to perceptual
similarity (human scores),better CBIR scoregmay be lower or higher) should corre-
spond to higher human scoresand vice-versa. We imposethe monotonicity constrairt
to idealizethe situation and therehy give eat CBIR systema fair chanceto match
up to the human scores. Once we have obtained the mapped scores,we propose
the correspndencebetweenthe human scoreand the mapped scoreas a measureof

performance.
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We posit that ead retrieval systemshould have its own unique monotonic func-
tion mapping its scoresto the human ewaluation results. This function should be
chosento optimize the results for that systemas best as possible. While choosinga
unique function for ead systemit may appear that we are boosting the chancesof
matching with human scoresbut it is really the distribution of the data that is the
concern. Even an optimal function cannot x a poor retrieval system,as tting sud

a data is di cult becauseof its variance.

The intuitiv e reasonsfor mapping computer scoresto human scoresis that it

achievestwo objectives (Fig. 4.1):

It transformsthe computerscorego a commonground (mapped scores)sothat
they can be comparedwith the human scores.The mapped scoresand human

scoresarein the samedomain and henceit is morereasonabldo comparethem.

The absolute scoresmake a more reasonablecomparisonthan using rank or-
dering. In methods whererank is used,there is no information asto how good

the systemis basedon the ranks.

The x4.1x4.3 presen the mathematical badkground to mapping functions. Map-
ping functions could be visualized as constrainedregression. To the more intution-
oriented reader, we recommendbrowsing through x4.4 for eyeballing performance

basedon mapping functions.

4.1 Monotonically-constrained least mean square
tting metho d

In this method we map the computer scoresto the human evaluation scoressut

that the average sum of the Euclidean distance between the mapped scoresand
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Figure 4.1: lllustration elucidating the logic behind mapping computer scoresto
human scores.The greenand yellow balls represeh scoresfrom di erent systemsfor
the samepair of images. They are mapped to the domain of the ground truth data.
Now the performancedependson the correspndencebetweenthe mapped scoresand
ground truth.

the human scoresis minimized, subject to mapped scoresbeing monotonic. If X
is a vector of computer scoresarranged in ascendingorder and Y be a vector of
correspnding human scores. If the mapped scoresare represeted by Y, then the

objective function to be minimized is:

E:_ % yi)? (4.1)
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subject to the constrairt that Y is monotonic.

We transform the computer scoresso that higher computer scorestransform to

higher human scores.Then the monotonicity constrairt is:

¥ Y O (4.2)

This systemof equationsis solved using the quadratic programmingtool. The above

problem s recastas a quadratic programming problem in its standard form:
I
mlnxéx Hx + fx 4.3)

under the condition Ax  b. The problem asde ned by Eq. 4.1- 4.2is castasa
guadratic programming standard form of Eq. 4.3 by using simple matrix operations.

On comparison:

H=I (4.4)

f= 2V (4.5)

1 1 0 0
0 1 1 0
A= . oo (4.6)
0 O 1 1
b=0: 4.7)
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Implementation

The precedingproblem was solved using the MATLAB routine quadpog. Since
the number of constraints is large, we adopt bootstrapping [46€] to averageover the

samplesand nd the estimateof Y that minimizesEq. 4.1 subject to Eq. 4.2.

The bootstrapping algorithm [45] providesan \automatic way" of computing the
averageand standard error estimatesof a population. The bootstrapping algorithm
iteratively extracts samplesfrom the original data in a randomized fashion. The
same processis repeated in a way that we get B independent bootstrap samples,
eadt consistingof n data valuesdrawn with replacemen from the original data. If
is the parameterwe are trying to estimate,then the error in estimating the parameter
is given by:

error in estimation =

X (b

b=1

where (b) is the value of the parameter for eat of the sampleddata.

As the number of times we sample approades in nit y this error is nulli ed.
Hence, the bootstrapping method consistsof building a new sample by randomly
re-samplingfrom original data and computing statistics over this data. The average
over all the newsamplessoconstructedgivesan appraximation of the actual statistics

of the original data.

lllustrated in Fig. 4.2 arethe mappingfunctionsfor GIFT, SIMPLIcity, ROMM-
CALIB and Keywords *.

Yn the title of Figs. 4.2 - 4.4 the Keywords system is called Annotate and the ROMM-
CALIB is referred by its previous name IT(Image and Text system).
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Figure 4.2: The mapping functions for the four systems(a) GIFT, (b) SIMPLICITY,
(c) ROMM-CALIB and (d) Keywords, obtained by minimizing the averageEuclidean
distancewhich is formulated as a constrainedleast meansquareproblem.



4.2 Monotonically-constrained  correlation maximiza-
tion

Sincewe proposeto usethe correlation betweenthe human scoresand the computer
scoresasa measureof performance,it seemdogicalto obtain a mapping function that
maximizesthe correlation. Hence,the second tting method performsthe mapping
sud that the correlation coe cien t betweenthe mapped scoresand human scoresis
maximized, subject to the mapped scoresheing monotonic. The task is to maximize:

C= (4.9)

Xy ) )
i=1 -
where and ~ are the mean for the original and mapped data respectively and

similarly and ~ are the variances.

We would expect the corresppndenceobtained in this method to be higher than
that obtained with the previous method and Table 5.2 con rms this for a majority
of the data. The readeris forewarned that the method employed to carry out the
optimization is guararteed to give only a local minima. Figure 4.3 illustrates the
mapping functions for GIFT, SIMPLIcity, ROMM-CALIB and Keyword systems

obtained by usingthe constrainedcorrelation maximization scheme.
Implementation

Non-linear programming tools available with M AT LAB solwe Eqg. 4.9. Specif-
ically a routine fmincon is usedwhich is basedon Newton's method for large-scale
nonlinear minimization [46],[47]. We again usebootstrapping to get a generalization
on the error and alsoobtain a vector of mapped scoreghat correspndsto the human

scores.The readeris again forewarned about the disadwvantagesof using fmincon:
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1. fmincon is guararteed to give only local minima.

2. When the problem is infeasible, fmincon attempts to minimize the maximum

constrairt value.

Becauseof a large number of constrairts, a medium-scaleoptimization is used,
which involvesa sequetial quadratic programmingapproad. This involvesupdating

the value of the Hessianmatrix during ewery iteration and this processis costly.

lllustrated in Fig. 4.3 arethe mappingfunctionsfor GIFT, SIMPLIcity, ROMM-
CALIB and Keywords obtained by using the constrained correlation maximization

method.

4.3 Bayesian monotonic tting method

Sincefmincon doesnot guarartee a global maxima/minima and we may be over tting
with the analytical approadesof x4.1 and x4.2 we adopt a sampling method [48]-
[49], which employs Markov Chain Monte-Carlo (MCMC) simulation to obtain the

parametersof a model that maximize the posterior.

This is a generalizedmonotonic curve tting approad that is basedon the
Bayesiananalysisof the isotonic regressionmodel. Isotonic regressionsdhemes[52],
[53] t monotonically increasingstep functions to data. This model usesthe concept

of change-pints to t cubic ogives

A function f(x), x 2 [a;b] < is said to be an ogive in the interval [a,b] if it
is monotoneincreasingand there is a point of in ection x sud that f(x) is corvex
up to x and concave thereafter. The model is assumedto be cortinuous piecewise

and di erentiable betweenthe knots (change-mints). Theseassumptionsleadto the
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Figure 4.3: The mapping functions for the four systems(sameas the onesusedin
Fig. 4.2). Thesemappingswere obtained by tting a function that maximized the
correlation betweenthe mapped scoresand the human scores.



characteristicsof the model that is piecewisdinear betweenthe knots. Starting from

rst principles [52] the cubic ogive fuction is derived to be:

1 X!
f()= + (x to)+ (x to)’+ 6 i(x tg)® (4.10)
i=1
wherethe tg is the in ection point and ; ; are model parameters.

The method is brie y outlined. The data is assumedto be normally (Gaussian)
generatedaround changepoints or knots whoseposition and number arerandom. The
dimensionality of the model is related to the number of changepoints accommalated
in the model. Hence, this forms the spaceof varying multi-dimensional mixture
models (becausethe spaceis now a mixture of varying multi-dimensional parameter
vectors). Around ead knot the authors adopt a prior to generatingthe data. If
(Yi;xi);1 = 1,::;;N, denoteN data pairs of correspnding human scoresand computer
scoresrespectively, sud that the x; are orderedin an ascendingorder, then if the
ordered set of M change points is denoted by !t = ty;ty; ity 1, this forms M
disjoint sets. The conjugate priors are assumedon the y;'s. The data generatiwe
model assumesdertically independen distributions from ead of the disjoint setsB,

hencethe probability of generatingdata within a seti is:

yi = N(Yij j5) (4.11)

where ; is the mean-lewel in the j™ setand is the global varianceterm. The

likelihood of data being generatedby the model parametersin a set| is given by:

POYGiMit 5 )= L f(i ) (4.12)
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The likelihood of the complete data Y given the model is just the product of the

likelihoods within sets. Hencethe completelikelihood is:

. | . .
POYGiM;t; 5 )= M Dy ) (4.13)

Combining the likelihood and the priors the posterior is established. Sinceits com-
putation requiresthe integration over varying model spacewhich is not an easytask
a simpler solution of MCMC approad is suggested.The MCMC samplerdraws sam-
ples from the unconstrainedmodel spaceand retains only those samplesfor which
the monotonic constrairt holds. The working of the MCMC simulation is a variant

of the Metropolis-Hastings[49], [50] algorithm and is explainedbrie y below:

1. The chain is started from the simplest model with just one changepoint with

a global meanlevel and variancedrawn from the prior.

2. Changesare then adopted in the model, which may be one of theseadding a
new changepoint, or deleting an existing changepoint or by altering a change

point in the model. Thesechangesare acceptedwith probability Q:

pP(MIY)S(MjM9

Q= min(L SMiv)S(MIM)

) (4.14)

where M represets all the model parametersin the current model and M’
denotesthe model with changesand S is the proposaldistribution which is set
to be a Gaussian.As the model is changed,the 'sand 's changeaccordingly

in the next iteration of the MCMC.
3.1fu U@O;1)< QthenM(t+ 1)= MC elseM(t+ 1) = M.

4. The constraint o o m 1 is applied to the samplesand only
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those samples,which obey the constrairt, are retained.

5. For any point x in X the distribution y is an averageof the distribution of y

for ead of the models given x and the model parameters.

Figure 4.4 illustrates the mapping functions for GIFT, SIMPLIcity, ROMM-

CALIB and Keyword systemsobtained by usingthe constrainedBayesiansteme.
Implementation

The model we have usedis from the biostatistics [49 literature. This model ts
cubic curves betweenthe random points. This information is encaled in the model

parametersM. A more detailed treatment to this subject is given in [49],[50].

lllustrated in Fig. 4.4 arethe mappingfunctionsfor GIFT, SIMPLIcity, ROMM-
CALIB and Keywords obtained by using the constrainedBayesianinferencemethod.
To the reader who is interested in eyeballing performance basedon the mapping

functions we encouragethem to read the next section.

4.4 Mapping function analysis

The data which is the scatter plot of computer scoresand human evaluation scores
is very noisy (Fig. 4.5). If imageretrieval systemsdid better then someof the noise
would have beenremoved, maybe helping us in eyeballing the performancebasedon
scatter plots. Explained in the subsequen paragraphis someexploratory work on

eyeballing performance.

For an imageretrieval systemto do well, the mapped scoresshould correspnd
well to human scores. If the systemis perfect the mapped scoreand human score

correlateto 1 (a straight line). By plotting the mapped scorevs human scoreto we
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Figure 4.4: The mapping functions for the four systems(sameas the onesusedin
Fig. 4.2) obtained by using a Bayesiancurve tting model.
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Figure 4.5: Scatter plot of the computer scorevs. human scoresor annotate system.

would like to eyeball performance. Unfortunately, there is a lot of noise (Fig. 4.6),
meaninga highly mapped scorehasbeenmarked low by the humans. Sowe smoothed

the scatter plot by a adaptive-binning procedureexplainedin the follwoing paragraph.

4.4.1 Adaptiv e-binning

We selectedbins on the mapped computer score axes sud that all the bins had
roughly the samenumber of data points. We averagedthe human scorevaluesin
eat bin and plotted the averagedhuman scorevs. mapped computer scoresgraph.
The averagedhuman scoreis for a range of mapped computer scores(bin) so the
certer of the bin was chosenasthe x-axis represetativ e for the correspnding y-axis

represenativ e of the averagedhuman score.
We did the samething with Keyword system scores. We can clearly seethe
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Figure 4.6: The mapped computer scoresvs. human scoresfor GIFT.

di erence in performance,with Keyword doing much better (Fig. 4.7).

(a) (b)

Figure 4.7: (a)The adaptively binned and smoothed plot for mapped computer scores
vs. human scoresfor GIFT and (b) the samefor the Keyword system.
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Chapter 5

EXxp erimen ts

First, we introduce the performancemeasureswhich we employ to compareimage
retrieval systems.Next, we study the e ect of linear transformations on the variance
acrossewaluators. Then we comparethe four imageretrieval systemsintroducedin
chapter 3. We alsocomparethree low-level feature-extractionalgorithms usedby the
Gnu-image nding tool (GIFT). Finally, we study the e ect of 50% of the data being

evaluated by one person.

5.1 Performance indices

We provide resultsfor seweral ways to measurethe degreeto which mapped retrieval

scoresagreedwith human ewvaluation scores.Hereis the list of sudh measures:

1. Correlation: We compute the standard correlation between mapped retrieval

results and human evaluations.

2. Precisionand recall: We usethe human ewaluations to de ne relevant images
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by setting a threshold (> 3) on the human responsesto the query. Hence
the relevance information about a result image is obtained from our ground
truth data. Our measuresherefollow those of Salton [54], Muller [32] and Van
Rijsbergen[55. The de nition of precisionand recall in [54]is adoptedin our

studies,which are de ned as:

N umber of relevant documentsr etrieved

Precision = . 51
recision T otal number of documentsretrieved (5.1)
N umber of relevant documentsretrieved
Recal = . (5.2)
T otal number of relevant documentsin database
3. Normalized rank: We report the normalizedrank [32] asde ned by:
1 R Ng(Ng + 1)
R= NN= (Ri) — 5 (5.3)

whereN is the collection size,and N, the number of relevant images,and R;
is the rank at which the iy, relevant imagewasretrieved. This measureranges

from O to 1, with smaller swresindicating better performance.

5.2 Variance across evaluators

A linear transformation as discussedn x2.4 has beenemployed to somewhatcom-
pensatefor the varianceamongewaluators. The needto compensatefor the variance
arisesfrom the diversity and number of participants. To corvert the raw user data
into a more usefulformat we map the meanand varianceof the individual participants

to a global meanand variance obtained from the commonset.

This adhievesthe task of penalizingthose participants who wereleniert and also
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those that were frugal in their evaluations. Hencethis linear transformation maps
the scoresof di ering ewaluators onto a commondomain. We validate our belief that

sud a grounding, even though simplistic, signi cantly reducesthe variance.

Query by || Query by text
image
Interface 1-5 Binary | 1-9
Number of 24 6 5
participants
Averagevariance with
standardizedscores 1.38 0.19 2.88
Averagevariance with
persondependen adjustmert | 0.15 0.036 | 0.937

Table5.1: E ect of calibration on human scores.The table shows the averagestan-
dard deviation for standardizedscoregabulated for the three sub-experimerts before
and after calibration. Calibration signi cantly reducesthe variance.

Table 5.1 shaws the standard error of the results for the common set for eat
of paradigmsusing standardized scoresto accoun for the di erent rangesand the

analogousvaluesafter the removal of biasasdescriked in x2.6. The results shav that

variancedue to userscan be reducedsubstartively.

Another point of interest is that after having reducedvariancethrough calibra-
tion, there is evidenceof still more variance in the human responseson the same
set of images. It is generally obsened that asthe query-result pairs becomemore

abstract, the varianceincreaseqFig. 5.1).

5.3 Comparison of evaluation interfaces

In the query-by-text evaluation, participants that usedboth the binary and 1-9inter-
facesreported that the 1-9 interface sloved down their evaluation noticeably. They

felt the range of choicesamong 1-9 was taxing. Also query-by-text was reported as
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Figure 5.1: The variance and mean human scoresfor image pairs in the on-line
ewvaluation. Showvn in the gure are responsesfrom 7 subjects. Many sud responses
from our pool of participants suggeststhat as query and result pairs becomemore
abstract, the greateris the variance.

being more taxing when comparedto the query-by-image evaluation. The confusion
was aggravated becausehe query-by-text method usedboth oneword and two-word

annotations and usersexpressedconfusionover the relevance of either of the words

or both of them.

Sincethe commonset for binary and the 1-9 interface commonwere the same,
we looked at the relationship betweenthem. Figure 5.2 illustrates the fact that 1-9
results correspnd to the binary choicesessetially as one would expect. The data

could be usedto calibrate betweenthe two interfacesif required.

We also used the 1-5 interface for query-by-image. We noticed that the raw
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correlation betweenthe measuresafter calibration suggestedhat the measuresare
in agreemety and we suggestthat choosing amongthem could be basedon other
factors. For straightforward bendmarking of retrieval systemswe recommendthe
data we collectedusing 1-5 interface as there is more of it.

Fractions of scoring scheme 1 (binary) that
correspond to scoring scheme 2 (1 9)

=}
©
*

—O— data 2
= %+ =datal

o
[e)
T

o
3

o
)
T

0.4}

Fractions of scoring Scheme 1
that correspond to scoring scheme 2
o
3]

1 2 3 4 5 6 7 8 9
Scoring scheme 2 (19)

Figure 5.2: The fraction of scoresfrom the 1-9 evaluation interface that matches
the binary evaluations. The data collectedby using Scheme?2 is labeled data 2 and
similarly the data collectedusing Sthheme1 is labeled data 1.There appearsto be a
good correlation betweenthe two scoringmeasures.

5.4 Updating evaluation pair choice based on esti-
mated mapping functions

As discussecearlier in x2.2, the composition of the ground truth data set is critical
for evaluation. Choosinga data setrandomly will generatea setwith many negative

human responses.In x2.2, we reasonedout the necessiy for using a shapingfunction
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auxiliary to abunch of imageretrieval systemso selectthe imagepairs for evaluation.
But sincethe shapingfunction is only making the data more serviceablewe propose
an iterativ e processthat will help usin building a ground truth data setthat hasa
roughly uniform distribution over human responses. As descrited in x2.1, once we
have a reasonableamourt of evaluation data, we can usethe retrieval systemspeci c
mapping functions (x4) to further improve the selectionof query/retrieval pairs for
subsequen data collection. A simple measureof uniformity for a human responses

varying over 5 scalesis:

. X .
error estimate = s jp(i) 0:2G (5.4)
i=1

where p(i) is the fraction of responsesfor categoryi. Sincewe usea scaleof 1-5in
collecting the human ewaluations, an ideal data set will have equal number of image
pairs marked aseither a 1, 2, 3, 4 or 5. Hencethe density of an ideal set is uniform

at 0.20.

Tabulated (in Table 5.2) are the error estimatesfor the data shaped by an arbi-
trary 1=5" power (old data set) and by a new shapingfunction as dictated by the
mapping function (new data set). The smaller the value of the error estimate the
closerit is to the uniformity over human responses. We obsene that there is some
improvemen in the distribution of human responses. We posit that iterating the

data set a few more times will show further improvemen.

5.5 Comparison of image-retriev al systems

To compareimage retrieval algorithms we rst nd a good mapping of the scores

of that algorithm on the ewaluation set to the transformed human scores. First,
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GIFT | SIMPLIcity | ROMM-CALIB | Keywords
initial data | 0.132 0.326 0.176 0.035
mapped data | 0.092 0.120 0.103 0.026

Table 5.2: Deviation from uniformity of human evaluation results for data obtained
from the four retrieval systemsGIFT, SIMPLIcity, ROMM-CALIB; and Keywords.
The Keyword systemprovides selectionof image pairs which are closerto the unifor-
mity idealismthan other systems.

all the three methods (x4.1x4.3) are usedto t data from the four image retrieval
systemsseparatelyand the combined data. Then the mapping method (x4.1x4.3)
that yields the maximum correlation coe cient on the conbined data (data from
all four image retrieval systems)is chosenas a candidate mapping function for that
particular imageretrieval system. Finally, this correlation coe cient of the mapped

scoresto the human scoresdepicts the performanceof that imageretrieval system.

We demonstrate our approad by ewaluating content-based image retrieval sys-
tems using the query by image paradigm. Theseare Semarnics-sensitie Integrated
Matching for Picture Libraries (Simplicity) [5], Gnhu ImageFinding Tool (GIFT) [30]
- [31] (standard feature set as well as using color only), the multipart multi-modal
(M 3) imageretrieval systemand its variants discussedn x2.2and nally the keyword

retrieval system(x2.1). The results are tabulated in Tables5.3-5.6.

5.5.1 Correlation measures

In Tables5.3-5.6the correlation scoresbetweenthe mapped scoresand the human
ewvaluation scoredor GIFT, SIMPLIcity, ROMM-CALIB and Keyword are tabulated

using the three tting methods.

This correspndenceis calculated for data (query-result pairs) from ead of the
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four image retrieval systems. In this way we have estimated the in uence of the

choice of the imageretrieval systemfor selectingquery-result pairs.

Correlation betwesn human sores
Fitting and mappd GIFT soores
methods on data selected by di er ent systems
GIFT | SIMPLIcity | ROMM-CALIB | Keywords Mean All
Constrained
least means 0.18 0.10 0.13 0.10 0.13(0.04) | 0.10
squaes (x4.1)
Constrained
correlation 0.13 0.16 0.26 0.23 0.20(0.03) | 0.17
maximization
(x4.2)
Bayesian
tting (x4.3) 0.13 0.18 0.22 0.21 0.19 0.10

Table 5.3: The correlation between the mapped scoresand the human ewaluation
scores. The tabulated valuesare the mean correlation measuresfor GIFT, ascom-
puted basedon the samplesprovided from eadt of the four systems,the averageof
those results, and basedon all data conbined. Highlighted are the best conbined
result and the best mean correlation score.

The correlation table for SIMPLIcity (Table5.4) shavsthat its correlation scores
are in general higher than that obtained for GIFT (Table 5.3). Also in both the
tables the correlation scoresare higher on data from ROMM-CALIB and Keywords

comparedto GIFT and SIMPLIcity.
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Correlation betwe=n human smres

Fitting and mapped SIMPLIcity sores
methods on data selected by di er ent systems
GIFT | SIMPLIcity | ROMM-CALIB | Keywords Mean All

Constrained
least means 0.13 0.20 0.14 0.20 0.17(0.04) | 0.18
squaes (x4.1)
Constrained

correlation 0.19 0.23 0.24 0.31 0.24(0.05) | 0.18
maximization

(x4.2)

Bayesian
tting (x4.43) | 0.17 0.25 0.23 0.25 0.23 0.19

Table5.4: The correlation scoredor SIMPLIcity on data from the four imageretrieval
systemsand conbined data (as in Fig. 5.3) using the three tting methods.

Correlation between human sores
Fitting and mappd ROMM-CALIB smres
methods on data selected by di er ent systems
GIFT | SIMPLIcity | ROMM-CALIB | Keywords Mean All
Constrained
least means 0.17 0.18 0.18 0.20 0.18(0.01) | 0.21
squaes (x4.1)
Constrained
correlation 0.22 0.26 0.29 0.37 0.29(0.06) | 0.23
maximization
(x4.2)
Bayesian
tting (x4.3) 0.31 0.33 0.43 0.34 0.34 0.24

Table 5.5: The correlation scoresfor ROMM (similar to 1.3).
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Correlation between human sores
Fitting and mapped Keyword smres
methods on data selected by di er ent systems
GIFT | SIMPLIcity | ROMM-CALIB | Keywords Mean All
Constrained
least means 0.17 0.28 0.51 0.41 0.34(0.14) | 0.27
squaes (x4.1)
Constrained
correlation 0.25 0.32 0.61 0.57 0.44(0.17) | 0.38
maximization
(x4.2)
Bayesian
tting (x4.3) 0.53 0.58 0.62 0.56 0.57(0.04) | 0.51

Table 5.6: The correlation scoresfor Keywords. Emphasizedin bold are the perfor-
mancedescriptorsfor the divided and conbined data sets.

5.5.2 Combined correlation results

To summarizethe comparisonresults we tabulate the correlation scoreson the com-
bined data set. The conbined data set consistsof data pairs from all the four image
retrieval systems. We choosethe mapping that yields the best correlation results
for a particular systemon combined-data. We then compute the correlation of the

mapped scoresto the human scores.The resultsare in Table 5.7.
5.5.3 Estimated precision-recall curves

We beliewe that correlation measuregivesa quartitativ e picture of the systems. To
infer other characteristics of performancesud as precisionand recall curveswe can
useour ground truth data. Precisionand recall are computed basedon the usual

de nitions [34].

Typically onewould plot the averagevaluesof precisionversesecall over athresh-
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Correlation of the calibrated human
to the mapped systemsmres

ROMM-ALL 0.24
ROMM-TEST 0.17
RWMM-ALL 0.35
RWMM-TEST 0.23
GIFT 0.17
GIFT-color 0.15
GIFT-texture 0.07
SIMPLIcity 0.19
Keywords 0.51

Table 5.7: Grounded comparisonof cortent basedretrieval methods. We report the
correlation of mapped computer scoreswith human scores. Each method usesits
own, most favorable, monotonic mapping.

old by modulating the number of imagesreturned. We point out to the readerthat
the form of our data is di erent from the form suggestedoy the formulas, and thus

producing estimated PR curvesrequiressomemaodi cation to the formula.

We have a large number of query-resultpairs, which, by design,are a non-uniform
sampling of the spaceof sut pairs. Howeer, sincewe have many sud pairs, if we
weigh the terms to correct for the sampling, then we can estimate the valuesfor the
PR curves. To compute the curveswe essetially treat the top M CBIR responses
as a single query for which we can compute the three quartities which are: number
of revelart documerts, total number of documens and total number of relevant

documerts.

We adjust for the sampling by weighting the terms with the reciprocal of the

samplingfunction 1. The pseudo-cdeto calculateprecisionand recallis given below:

1The amourt of data from the iterated approad is only a fraction of the initial data, hence
the readeris informed that this assumption of a uniform shaping function for adjusting the
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Sort by CBIR score over evaluation set.
This gives humanscore, h, and a rank, R.

total_relevant = 0;
for curr_pair =1 to max_num_pairs
{

weight = R"5 (for curr_pair)
if(h > 3) (for curr_pair)

{
total_relevant += weight;
}
}
for num_pairs = 1 to max_num_pairs
total = O;
relevant = 0O;
for curr_pair = 1:num_pairs

{ weight = R"5 (for curr_pair);
ifth > 3) (for curr_par)

{
relevant += weight;
}
total += weight
}

}
precision = relevant/total,
recall = relevant/total_relevant ;

This includesthe number of imagesretrieved, which is now a weighted sum, not

a court. The estimatedPR curvesarein Fig. 5.3.
5.5.4 Normalized rank (R)

The normalizedrank asde ned by [32] suggestsa quartitativ e measureon the rank
of the retrieved images. It measureghe error in the rank ordering by imageretrieval
systems.If the normalizedrank is 1, this suggestghat the rank orderingis completely

reversed,which implies that all the imagesmarked as\good" by human evaluations

terms is a fair approximation.

53



Estimated Precision Recall curves
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Figure 5.3: Precisionrecall curvesfor a number of imageretrieval methods. A relevant
retrieved image correspnds to an adjusted human evaluation scoregreater than 3.
Becausethe ewaluation setis obtained via shapingfunctions, we have to estimatethe
PR curvesby reversingthe shapingconstart in rank. Seetext for details.

are given a lower computer match score and vice-wversa. Hence, the smaller the
normalizedrank greaterthe concurrencewith the human scoreand hencebetter the
performance. Sincethe query-result pairs are obtained by sampling, we modify Eq.

5.3to compensatefor the sampling.

In the weighting scheme,we compensatefor the e ects of samplingby raising the
rank to the reciprocal of the shapingconstan, this transformsthe data into a series

of power 5. Hencewe subtract the sum of the relevant ranks by the sum of the power

C+6Ng5+5Ng* Ng?)

5 serieswhich is @N& -

. To normalize the rank, the denominator is

choosenso asto scaleit by imposingthe constrairt that the worst performanceis 1
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whenthe rank orderingis reversed. Following the worst-casescenariothe normalizing
factor turns out to be L[(2Ng®+ 6Ng°+5Nr* Ng?) (2(N Ng)°+6(N Ng)°+
5N Nr)* (N Ng)))

Hencethe modi ed equationis:

. 1R R (2Ng® + 6NR5 + BNg*  Ng2)
D ' 12

i=1

(5.5)
whereD is the normalizing factor derived above.

Tabulated (in Table5.8) arethe normalizedranksfor the imageretrieval systems.
We compareit with when the ranks are assignedrandomly and the results suggest

that most of thesesystemsdo better than just guessing.

R | R on random assignment

ROMM-ALL | 0.18 0.52
ROMM-TEST | 0.20 0.51
RWMM-ALL 0.14 0.52
RWMM-TEST | 0.15 0.52
GIFT 0.28 0.53
SIMPLIcity 0.27 0.51
Keywords 0.06 0.51

Table 5.8: Normalized ranks for ead of the image retrieval systemswithout/with
random selection. The results suggestthat ead systemperforms much better when
the ranks are not assignedrandomly.

5.6 Eect of half of the ground truth developed by
one person

This experimert involved segregatinghe data obtained by the author and othersand

computing the correlation scoresfor the image retrieval systems. If the correlation
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valueslie in the sameballpark asthat obtained by running the tests on conbined
data, then we can negate the criticism of being biased in our ground truth. In
either casewe needto collect more data from others. Tabulated in Table 5.9 are the
correlation scoresalong with the standard error for the retrieval systemsdiscussed
in X5.5 on data obtained from one person, the rest and the combined data. The
correlation scoreson data from three sourcesare within the standard errors of ead

other suggestingthat there doesnot appear to be a biasin the ground truth data.

Systems author others combined
ROMM-ALL | 0.21(0.03) | 0.19(0.04) | 0.24(0.01)
ROMM-TEST | 0.20(0.03) | 0.19(0.02) | 0.17(0.02)
RWMM-ALL | 0.24(0.03) | 0.25(0.03) | 0.35(0.03)
RWMM-TEST | 0.23(0.04) | 0.22(0.03) | 0.23(0.03)

GIFT 0.17(0.02) | 0.20(0.03) | 0.17(0.01)
SIMPLICITY | 0.16(0.03) | 0.21(0.02) | 0.19(0.01)
KEYW ORDS | 0.57(0.04) | 0.50(0.05) | 0.51(0.02)

Table 5.9: Correlation scoresof image retrieval systemson data obtained from the
ewvaluations of the author, others and the combined data.

5.7 Evaluating text queries

The query-by-text paradigm was also calibrated using data collected from the on-
line text-query basedinterface x2. The scorewas basedon a simple match between
the text asseiated with the query and result images. If we denotethe set of words
asseiated with the query image as Wq, and the set of words asseiated with the
retrieved image as Wg, and the number of elemetts in a set W by jWj, then the

keyword scoreis given by:

JWo \ Wgj

score= —— — . 5.6
min (jWoj; JWRr]j) (5-6)
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After mapping the scoresin the similar manner as discussedin x4, we obtain
the correlation values for the correspndencebetween the mapped scoresand the
calibrated human scores.The query by text using keywords doesbetter than most of
the imageretrieval systemsbasedon imagefeatures. Also Corelimagesalready have
tagged keywords. Hence,we proposeusing keywords match as a proxy to ewaluate

imageretrieval systems.

The correlation betweenthe proxy scoreand the human scoredeweloped in x4 is
0.58. This suggeststhat while sud scoresare a valid indicator of retrieval perfor-
mance,it fails to capture a signi cant part of what the human evaluators expect from
a retrieval system. It is possiblethat a better text-based measurecould be found,

and this is the subject of ongoingwork by the Bendathlon project.

5.8 Comparison of low-lev el features in GIFT

We calibrate feature extraction algorithms usedby GIFT. We testedthe performance

of low-level featuresby operating GIFT in three modes:

1. Gift (color + texture): In this mode, GIFT hasaccesdo both local and global

color and spatial frequencyfeatures.

2. Gift (color): Gift usesonly the local and global color featuresfor indexing and

retrieval.

3. Gift (texture): Gift usesonly the local and global spatial frequencyfeaturesfor

indexing and retrieval.
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Evaluatal feature | Correlation smre (mean)
Color only 0.18
Texture only 0.07
Texture and Color 0.19

Table5.10: Correlation scoredor the low -level featuresusedby GIFT, in standalone
mode. We obsene that color alone does almost as well as the combination of color
and texture.

5.9 Summary

In this chapter we presen the comparisonof imageretrieval systemsand algorithms.

Summarizingthe chapter:

1. We rstly presered a validation of our theory that linear transformation is a
useful way to reducethe variance between ewvaluators. A simplistic approadh

like a linear-transformation is shavn to considerablyreducethe variance.

2. We presen the correlation scoresfor systemsbasedon three mapping methods
and data from four retrieval systems.Eventhough the rank ordering of systems
basedon performancevaried with data and mapping methods, we establish
in the conbined results that the favorable scoreon ead system suggestsa
performanceordering of the form: Keywords> RWMM-ALL > RWMM-TEST
> ROMM-ALL > SIMPLIcity = ROMM-TEST > GIFT.

3. We modify the generalde nition of precision-recallto accommalate for the
sampling we have used and con rm the rank ordering of systemsbasedon
performanceas suggestedoy the correlation scores.This validates our ground

truth data in a certain senseastwo disparate measuresconcur.

4. Finally we introducethe conceptof normalizedrank and discussways to com-
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pute it basedon our sampling. Theseresults indicate that the rank ordering
statistics of systemsand system performanceranking follow the samepattern

asthe PR-curves.
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Chapter 6

Conclusions

We have deweloped a system for making user-groundedcomparisonsof image re-
trieval systems.Importantly, the data and software appliesto the evaluation of any
image retrieval systembecausewe only considerthe input-output relation for eadh
of the systems. We have made the data and calibration software available on-line

[http://kobus.ca/r esarch/data [19]].

In Chapter 1. we introducedthe readersto the conceptof evaluation of image
retrieval systemsand explained why this is an arduoustask. In Chapter 2. we
explained our approad of collecting user-groundeddata and proposedto dewelop
ground truth data. We emphasizedthe needfor an appraximate uniformity in the
selectionof imagepairs over humanresponses.In x2.2we descriked a shapingfunction
that when usedauxiliary with imageretrieval systemsproduceda more serviceable
ground truth data. In Chapter 3. we introduced the image retrieval systemsthat
were usedto selectthe image pairs and also sened as a test casefor comparing

imageretrieval systemswith our methodology In Chapter 4. we elucidatedthe need
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for mapping disparate computer scoresto a common domain of human scoresin a
constrainedfashion,to obtain the mapped scores.We have establishedthe correlation

betweenthe human scoresand the mapped scoresas a performancemeasure.

In this thesiswe have deweloped a processto measurethe performanceof image
retrieval systems.This processestablishesa mapping from the computerscoredo the
human evaluation scoresand performanceis given by the degreeof corresppndance
betweenthe mapped scoresand human scores. One of the signi cant cortributions
of this thesisis the ground-truth data collected for about 16,000image pairs. We
have been cautious in the selectionof query-result pairs. We have usedfour image
retrieval systemsin uenced by a shaping function so asto get a roughly uniform
distribution on human responses.We obsened that data being selectedby di erent
image retrieval systemsmade little di erence to the performanceordering of the

systems.We have alsotaken caution in reducingthe variance amongevaluators.

The resultsof the comparisonsshovedthat keyword (text) retrieval outperformed
the image-basednethods. This re ects the fact that keywords capture the semartics
of imagesbetter than the existing image-basednethods. This is also corroborated
by user studies which suggestthat semartics played a dominart role in what users
considera relevant match, and that the computer algorithms failed to completely
capture the image semarics from imagefeatures. Theseresults hint at the possibil-
ity of using annotation-orierted evaluation as a proxy for user-directedevaluation.
Howewer, the results suggestedthat the scope of sud a proxy is limited sincethe
keyword results werefar from perfect. A signi cant portion of what our participants
expressedhrough their choicesis not captured, and thus not measurableusing the
keyword proxy. Sincethe annotation systemoutperformedimage-basednethods, we

posit that using a conbination of keywords and image featuresmay lead to better
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performance.We veri ed this hypothesis,asRWMM performanceis superior to that

of ROMM. We seethe image features method (ROMM-ALL) to be an alternative
method to SIMPLIcity in that it reports a match over seeral image regions. How-
ewver, while ROMM-ALL modelsthe statistics of the data, SIMPLIcity computesthe
matcheson the y. Wefound that ROMM-ALL performsa bit better than SIMPLIc-

ity, but further investigationis calledfor here. When forcedto model on the test set
(imagesnot in the training set), eg. ROMM-TEST, the performanceof the model
is worsethan SIMPLIcity, and sameas GIFT. The results from the RWMM-TEST

indicate that the word and feature together are closelyrelated and that this is a good
model for generalizationasthe correlation scoresfor RWMM-TEST are comparable

to that of RWMM-ALL.

We demonstratedthe consistencyof the results by showving that all the measures,
(correlation scores estimated precision-recallplots and the normalizedrank) concur
in the performanceordering of the image retrieval systems. Herein lies the proof
of the conceptthat human ewaluations, oncegroundedcan be usedas ground truth
data for evaluating imageretrieval systemsand algorithms. The applications of this
bendmarking processare plentiful. One sud application is evaluating computer
vision algorithms that could be pluggedinto image retrieval systems. Also improv-
ing image retrieval systemsbasedon performanceon the ground-truth data is an
interesting application. Employing our processto evaluating keyword retrieval could
prove to beinsightful. For example,in the Corelimagedata, there are many images
that have the keyword sky, but only a few of them would be of interest to a human
user searding for a sky photograph. The information being sough by the useris
linked to the semattics of the image. The semattics of the image could be encaled

in terms of annotation, imagefeaturesor a combination of both. Thus we hope that
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by ewvaluating keyword annotation, our approad and our data will lead to a better
understandingof the limitations of keyword seart, and suggestways on how it can

be improved.

The next stepis to integrate our approad with a new data setwhich is explicitly
designedfor image understandingand retrieval researt and free of copyright issues.
We will also study in more detail ways to reduce participant variance. Also in the
pipeline are iterating the data selectionprocessa few more times to getit closerto
our uniformity ideal. We alsoexpectto expandthe scaleof data collectionto include

more participants, more data, and more data selectionmethods.

In conclusion, we have a proof of concepton a method for ewaluating image
retrieval systemsand we wish to help others ewvaluate and improve their retrieval

systems.
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App endix A

Data and Code description

A.1 Data

This sectioncortains description of the data and code usedin the CVPR paper\Ev al-
uating ImageRetrieval" [67]. The data wascollectedusingan on-line evaluation tool.
The on-line interfacewasdeweloped and is being maintained by the author. The data
is due to the collective e ort of 32 studerts and we are thankful for their help. This

ground truth data is available for download at (http : ==kobus:ca=data=@search).
A.1.1 Data Description

The data consistsof human ewvaluation scoresfor pairs of query-resultimages. The
pre-processingstep involved an iterativ e selectionof the query-result pairs sud that
they spanthe broad spectrum of choices. We cannot choosequery/result imagesat
random asmost of them will be judgedasa poor match, henceresulting in poor data.

The main stratergy is to use existing image retrieval systemsto selectserviceable
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image pairs. Unfortunately, currert image retrieval systemsdo not work very well,
hencewe propose using a non-linear function auxiliary to the retrieval system to
obtain a roughly uniform distribution over the choices. We also concetterated our
e orts on collectingmoredata asthis will allow usto beapproximate in the uniformity
but still have enoughexamplesover the human responses. The data consisted of
guery-result pairs from four cortent-based image retrieval systems. This setup is
obsened soasto be cautious againstintroducing abnormalitiesin the data because

of irregularities in a particular imageretrieval system.

The experimertal routine was as follows: First, the query image and result im-
agesfrom the four CBIR systemswere displayed in random order. Then the user
rated eatch match on a scaleof 1 to 5 with 1 being a poor match and 5 a good
match. We ensuredthat the rst 100queriesare commonto all usersand computed
a linear transformation so asto reducethe variance amongevaluators. The rest of
the imagesevaluated by the users,are unique. Having reducedthe variance using
the suggestedransformation, we now have in placea ground-truth data. To obtain
a common domain of absolute scores,we mapped the computer scoresto the ad-
justed human scoresby three mapping methods. The mapping method that yielded
the best correlation was retained. The agreemeh betweenthe mapped scoresand
the adjusted human scoresgave a indication of performance. Also, the data gives
us options to measureprecision-recalland normalized-rank. We presen the image

retrieval community with a data set of image pairs marked with a relevancescore.

The other data available for download is the annotation ground-truth system.
This data is obtained from the annotation engine of Kobus' system[37]. The data
consistsof an annotation scorefor the samequery-imagepairs. We proposethat this

data set could be usedas a proxy to measureperformance.
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In order to allow researbes use our data we have made the groundtruth data
freely downloadable. For choice of performancesindices, you could refer [67] or
you could comeup with your own. The databasewe usein our researb was pro-
vided by Corel. This databasehas copyright restrictions and may not be freely
distributed. But for those researbes who have accessto the Corel, our ground-
truth data should simplify things becausewe useCorel's indexing sheme. We hope
to dewelop a copyright free databasein the future. For any information regarding
bendimarking cortact: Nikhil Shirahatti (nvs@cs.arizona.eduPpR Kobus Barnard

(kobus@cs.arizona.edu)

A.2 Code

The bendmarking suite Retriev al Analyzer includesa collection of three map-
ping methods descriked below. The inputs to Retriev al Analyzer are a vector of
computer scores(your image retrieval scoresfor the image pairs we have provided
in our ground truth data) and correspnding human scores(our ground truth data).
The outputs consist of a correlation score,an estimated precision-recallcurve and
an estimated normalized rank. We provide an option for choosing from any of the
three mapping methods, but we recommendusing the default option which chooses

the mapping method that maximizesthe correlation score.

A.2.1 Support

This suite has beentested on Linux (Redhat and Fedora distributions). We have
not testedit on any other unix/lin ux platforms. Most of the suite of tools doesnot
work on Microsoft Windows. Howewer, if you are succesfullin porting this program

to either Windows or a di erent linux/unix distribution, then we encourageyou to
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shareit with others. Sendthe author an email and we will be happy to setup a link

to a ported version.

A.2.2 Terms of Use

The useof this software and data is restricted to educationaland researt purposes.
Modifying the code is encouraged,as long as appropriate credit is provided, and
authorship is not misrepreseted. If you would like to make commercialuse of any

of the code being distributed, then pleasecortact the author (nvs@cs.arizona.edu).

If you make use of this software for your researt, we would appreciateit if you

cite or acknowlegethe web site and/or the \Ev aluating Image Retrieval”.

A.2.3 Credits

Thanks to Prof. Kobus Barnard who, as my advisor helped me understand the
problem and guided me in my e orts to solwe this bendimarking bugaboo. It is the
team e ort of both of usthat we have working model of an imageretrieval evaluation
system. Kudos to all the participants who have helped me collect an appreciable
amourt of data. Also, many thanks to Prof. Nicholas Heard for providing with the
sourcecode for a bayesianapproad to curve tting. My regardsto Mathworks for

providing the optimization toolkit.

A.2.4 Installation

Once you have downloaded, unzipped, and untarred, the benchmarkingsuite.tar.gz

you will have three directories.
1. Code: It cortains a number of matlab les listed belowv, and a script le. The
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les are:
code/cimsSys.m{ matlab code for performing constrained least means
squared tting

code/ccmSys.n{ matlab code for performing constrainedcorrelation max-
imization tting
code/getRand.m{ random sampling of a vector of values

code/myfunc.m { the function minimized in ccmSys.m

2. Data: This consistsof atest le which is a part of the results publishedin the
paper \Ev aluating Image Retrieval". This data consistsof computer scoresfor
imagesselectedusing the GNU image nding tool. This data forms a part of

our ground truth data.

3. Result: On running the scripts the results are put into a text le \results.txt"
in this directory. This text le cortains the correlation scoresusing the two

mapping methods.
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